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Tuning Symplectic Integrators is Easy and Worthwhile
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Abstract. Many applications in computational physics that use numerical integrators
based on splitting and composition can benefit from the development of optimized al-
gorithms and from choosing the best ordering of terms. The cost in programming and
execution time is minimal, while the performance improvements can be large. In this
note we report the influence of term ordering for random systems and for two systems
from celestial mechanics that describe particle paths near black holes, quantifying its
significance for both optimized and unoptimized methods. We also present a method
for the computation of solutions of integrable monomial Hamiltonians that minimizes
roundoff error and allows the effective use of compensation summation.
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1 Introduction

Symplectic numerical integration by splitting the Hamiltonian and composing the flows
of the associated vector fields has become an extremely widely used technique in com-
putational science, especially computational physics and chemistry. A splitting into two
parts, H = H;+ H>, together with the 3-term composition

1 1
Inxy hX, Lhx
ezt 2e2 A

is the most common and is often all that is needed. It is variously called the leapfrog,
Stormer—Verlet, or Strang splitting method. (Here X; is the Hamiltonian vector field as-
sociated with Hamiltonian H;, "X is the time-h flow of the vector field X, and % is the
time step.) For example, it is the basic building block of the Hamiltonian Monte Carlo
method (see [6] for refinements).

Some Hamiltonians can only be written as the sum of more than two explicitly inte-
grable terms, say H=)_" ; H;. In addition, some applications need order higher than two
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to achieve the required accuracy for a given amount of computational effort. Methods
of all orders exist, but are progressively more expensive. Optimized methods have been
develop that can significantly reduce discretization errors at fixed cost [4].

However, an informal survey of the current literature suggests that unoptimized com-
position methods of order 4, 6, and 8 [43] are in common use in cosmology, celestial me-
chanics, quantum mechanics, quantum statistical mechanics, solid state physics, kinetic
theory, plasma physics, molecular dynamics, optics, neural networks, and fluid mechan-
ics [2,7-9,11-13,15,16,19-22,25,28,30-32, 34, 36-39,41,42]. Computations in these fields
could benefit from experience gained in numerical analysis to reduce errors and error
growth at little cost either in programming or execution time.

In this note we consider four such techniques: optimized composition coefficients; the
effect of term ordering; compensated summation to reduce round-off error; and meth-
ods with processing. We report the influence of term ordering for random systems and
for two systems from celestial mechanics that describe particle paths near black holes,
confirming and quantifying its significance in both cases for both optimized and unopti-
mized methods. We also present a method for the computation of solutions of integrable
monomial Hamiltonians that minimizes roundoff error and allows the effective use of
compensation summation.

2 Optimized methods for multi-term splittings

Let the vector field X =) ; X; be split into n parts, each explicitly integrable and let

xh=eXro...0eh

be a first-order integrator for X. We define the adjoint x;; of x5, by xj, = ( x~1)_j; that is,

Xh =elXio...oehXn,

Let
ll)h([x) :X‘xsh OXZ(S_I)I’!O”'OX(XZ;Z oleh' (21)

The second-order leapfrog method is S, , = ,(1,3). Note that when n =2, this reduces
to a composition that alternates steps of X; and X,. Methods of this type designed for
n=2 and for arbitrary n have the same order [23], although the optimal coefficients may
not be the same. Nevertheless, coefficients optimised for the method (2.1) can reduce the
error significantly.

In particular, the minimal-s methods formed by recursively increasing the order from
k t0 k-2 by S0 Sy, (1-20), 0 Sk,cn With c=1/(2—21/(%t1)) have very large error constants
and poor stability and should be avoided. The 3-stage method with k =2, called Sz4,
will be used as a reference method here. (The notation indicates that it has order 4 and
uses work equivalent to 3 leapfrog steps.) Its large substeps, 1.35h, —1.70h, and 1.35h,
contribute to its large error constants and poor stability.
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The optimized method that we will use for the purpose of illustration here is called
BMg¢4 and was introduced by Blanes and Moan [5]. It has s =12 and a1 = a1p =
0.0792036964311957, a3 =n19=0.2228614958676077, x5=ng=0.3246481886897062, a7=ng—
0.1096884778767498, ng = ng = —0.3667132690474257, and w11 = ap =0.1303114101821663.
BMg4 has errors around 500 times smaller than those of S34 and also allows the use of
larger time steps.

3 Order matters

The ordering of the n terms affects the errors. It can also affect the cost slightly, as there is
an opportunity to collect two steps of X; and of X, into single steps. There is no easy way
to anticipate the best ordering. Fasso [14] studied this question in detail for the splitting of
the rigid body Hamiltonian into three terms, finding that the ordering affected the error
by a factor of 10, 100, or more, and that the best ordering depended in a non-obvious way
on the moments of inertia of the body.

If n is not too large, one approach is to try all permutations of the n terms with a
typical initial condition and choose the ordering with the smallest local truncation error.

In Table 1 we give the results of numerical experiments testing the influence of the
term ordering on the error of the optimized 4th order integrator BM¢4. Linear systems in
R'6 with random coefficients are integrated for time 1 with time-step 0.1. The difference
between the best and worst orders is significant and increases with n. The principal error
in 4th order symmetric integrators contains O(n*) terms, each a triple commutator of the
terms of the ODE. Some of these terms might cancel each other; the experiment suggests
that the effect of using the best ordering scales like n° with c in the region 1.5 to 2.5. The
effect in these unstructured systems is less than that observed by Fasso [14] for the (more
highly structured) rigid body.

4 Compensated summation reduces round-off error

Round-off error is not often a dominant source of error, but in long integrations (com-
mon in studies of planetary system dynamics) it does accumulate and can sometimes
dominate the truncation error. It can be drastically reduced at minuscule cost (both in
programming and execution) by the technique of compensated summation [18]. In each
update x,1 = x,+hy,, the increment hy,, is computed to full precision, but x, is stored
to higher precision by storing a pair of full precision numbers. Compensated summation
reduces roundoff errors by a factor ||hy, || /| x|

Computing hy, to full precision is important and may need attention, especially if
the flow e"X involves special functions. One non-trivial example that we will use below
involves H =aq"p™, an instance of Channell’s observation that any monomial Hamilto-
nian is explicitly integrable in terms of elementary functions [10]. First, the solution of
Hamilton’s equations should be presented algebraically with the update separated out.
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For n#m, we have

= amq"p™',  q(0)=q,
p=—ang"'p",  p(0)=po,
= q(t) =qo(1+3)77 4.1)

1+8)#7-1), (4.2)

=po+po((1+6)77-1),

s=a(m—n)qy ' py
Both formulations (4.1) and (4.2) amplify roundoff errors by a factor 1/h. To avoid this,
the update (the second term in (4.2)) should be computed to full precision. In this case this
can be achieved using the functions expm1(z) =e*—1 and loglp(z) =log(1+z) provided
in most mathematics libraries:

m
1() =g+ expm - log1p(0) ), 43
n
p(t) = po+poexpml < — 10g1p(5)> . 4.4)
Similarly for n=m, we have
q(t) :e5qo:qo+qoexpm1((5), 4.5)
p(t) :e_5po:po+poexpm1(—5), (4.6)
5:an(q0p0)”’lt.

These formulations are faster and more accurate than the direct implementation of
Egs. (4.1), (4.2) using powers.

Secondly, “Brouwer’s Law” states that roundoff errors should accumulate like a ran-
dom walk, leading to square-root growth in time [17]. Linear error growth of roundoff
errors, which is often observed in momenta that would be conserved exactly in exact
arithmetic, is sign of a failure of Brouwer’s Law and an indication of systematic bias in
the floating point arithmetic. Techniques for detecting and correcting this bias are found
in the literature [1,24,26,27,29,33,35].

In the examples in Section 6, the implementation of Egs. (4.3), (4.5), combined with
compensated summation, reduces roundoff error by 7 orders of magnitude.

5 Methods with processing

Methods of the form poyop~! are called “processed” or “corrected” methods [3]. The
basic method 1 is called the kernel, and p the processor. Processed methods were put
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Table 1: Linear systems X = (Y ;A;)X, 0<t<1, X€R'®*16 X(0)=1, are integrated using an optimized
4th order splitting method. In each trial, all n! orderings of Aq,---,A; are tested and the ratio R between the
greatest and the least global error of all orderings at t=1 is computed. The minimum, median, and maximum
ratio R over 50 trials is reported. On the left (‘antisymmetric case’), each A; is antisymmetric with independent
normally distributed entries, modelling periodic systems with global errors growing linearly in time; on the
right (‘general case’), each A; has independent normally distributed entries, modelling systems with sensitive
dependence on initial conditions.

antisymmetric case general case
minR medR maxR | minR medR maxR
1.16 1.70 4.05 1.20 1.90 3.95
1.66 2.57 532 1.98 3.40 7.68
2.23 3.46 7.64 2.80 5.41 11.39
3.46 5.00 9.71 4.38 929 1855
4.80 6.36 15.62 | 6.41 1335 24.22

N O G o W

to spectacular use by Wisdom et al. [40], in which the stored values of a very long solar
system simulation (based on leapfrog with a 2-term splitting) were processed years after
the original calculation to dramatically reduce errors. (Or to put it another way, to reveal
the true, underlying errors.) Methods with processing have been optimized for many
different cases of splitting: the general case (considered in this note); near-integrable
systems (as in the Wisdom-Holman example); and systems based on splitting into kinetic
and potential parts. The processor can either be a method of the same class as the kernel,
or calculated more cheaply by other methods. Either way, if output is taken every m steps,
then only poy™op~! is calculated. Observables that are invariant under conjugation by
the diffeomorphism p (such as invariant phase space structures, Lyapunov exponents,
periods of periodic orbits) can be computed without applying p at all. The error can now
be reduced relative to the non-corrected case because only those error terms in the kernel
that cannot be removed by a corrected need to be minimized.

In the examples of linear systems in Table 1, it reduce errors by a factor of about 1.4.
Greater improvements have been reported at higher order, for nearly integrable systems,
and for systems with Hamiltonians of the form kinetic plus potential [3].

6 Example: Particles near black holes

We consider two examples of explicit symplectic integrators based on splitting and com-
position. Both have four-dimensional (reduced) space. The first tracks charged particles
near a Schwarzschild black hole [37] and has a Hamiltonian separable into 4 terms; the
second tracks charged particles near a Reissner-Nordstrom anti-de Sitter black hole [38]
and has a Hamiltonian separable into 6 terms. In both cases the Hamiltonians are of the
form V(q)+Y"-' Ti(q,p) where each kinetic energy term T; is a monomial in g and p and
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Figure 1: Energy error in integration of a particle near a Schwarzschild black hole over proper time T=10% with
time step AT=1 by two 4th order symplectic integrators, S34 (top) and BMg4 with compensated summation
(bottom), the latter showing smaller errors and no energy drift. See Table 2 for details.

hence explicitly integrable in terms of elementary functions [10] as in Egs. (4.3), (4.5).

The optimized method can reduce energy errors by a factor of up to 10%. There is no
clear pattern to be best ordering of terms, which was determined experimentally.

In addition, the use of compensated summation drastically reduces the roundoff error
to the point that it is invisible in Fig. 1. On closer inspection, it is not accumulating
linearly, and the roundoff error after 108 steps is about 2 x 10716, In contrast, the method
S34 without compensated summation shows a linear drift in energy of about 10~ over
the same time interval.

In the Schwarzschild example, the optimized 4th order processed method Ps4 of
Blanes et al. [3] has similar errors to BMg4.
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Table 2: Energy errors in particle tracking near black holes in two cases by each of two different methods.

The Schwarzschild case integrates a quasiperiodic orbit (‘Orbit 1' from Wang et al. [37, Fig. 1]) with 4-part
—_ 2

splitting with Hl:#;ee_%(l‘%) g2 Hy=13p? Hz=—1p2 Hy=L5, initial conditions r=11, =%

and parameters E=0.995 and /=4.6. The R-N adS case integrates a chaotic orbit [38, Fig. 2(c)] with 6-
s . 2 -1 2 .

part splitting with le—%(l—%+%—%r2) (E—QT) 4+ L +%,82r251n29—ﬁ7L, Hy=1}p?, Hy=—1p2,

2r2sin%0

2 Q?* N R .
H4:2;7792, H5:ﬁp%, Hg=—+¢r7p;, initial conditions r =25, p, =0, and =7, and parameters B=8x1073,
A=1075 E=0975 L=4.2, Q=0.3, and Q* =1x107°. The least and the greatest energy errors over the
different orderings of the terms, and their ratio, are given. The permutation (4231) indicates that a step with
X4 is taken first. The reference energy level is —0.5 and the energy error is measured in the sup (||-]|c) norm;

the time step is 1 in all cases. Integration time is 10* for Schwarzschild and 3 x 10* for R-N adS.

geometry method | least energy error greatest energy error ratio
, BMg4 4.4x10712 (4231) 1.2x 10710 (2143) 27
Schwarzschild
S34 3.9x 1077 (4231) 3.0x1078 (3142) 8
BMg4 1.3x10711(135246) 3.1 x 10710 (436152) 24
R-N adS
S34 1.8x1078(645132) 1.5x1077 (254163) 8

7 Discussion

While second-order Strang splitting is sufficient for many applications, when higher ac-
curacy is required, the optimized higher order methods are preferred. We know of no
case in which the method S34 is preferred over BMg4; the latter generally has errors orders
of magnitude smaller and can be used with larger time steps. Compensated summation,
and checking that roundoff errors are unbiased, costs almost nothing in programming or
execution time. Despite this, the method S34 without compensated summation remains
widely used.

Possibly one reason for this situation is that these algorithms are so simple and flex-
ible, and are used in such diverse applications in computational science, that they are
often implemented by hand afresh for each new application. In contrast, numerical
methods that are more complicated, such as the finite element method on unstructured
meshes, have passed into packages and open-source platforms that incorporate advances
as they become available.

It would be useful to be able to determine good term orderings a priori. The examples
here and in Fasso [14] do not offer clear advice, and trying all possible orderings (when
feasible) remains the only known general strategy.
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